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Introduction 
 

There’s an 80/20 rule for nearly every situation. For information protection in enterprise content 

management (ECM) systems, the 80/20 rule reveals a shocking statistic: 80 percent of ECM data loss 

comes not from system failures or large-scale disasters, but from operational incidents
1
. These 

seemingly innocuous events, which affect granular or specific pieces of information within an ECM 

system, range from the trivial - a user deleting a document within a workflow, to poor operational 

practice - an administrator overwriting permissions, to the truly sinister – virus attacks and malfeasance. 

 

Most organizations occupy themselves with protecting ECM repositories against the 20 percent of data 

loss incidents that are least likely to occur: massive system failures or full-scale disasters. This myopic 

focus on the worst-case scenarios of data loss puts organizations at risk on many fronts related to 

information protection: inability to comply with regulations; inability to conduct day-to-day 

business; and financial exposure not only from regulatory missteps but, just as important, financial risk 

from interruptions to normal business operations.  

 

In this white paper, we will explore the myth of information protection in ECM systems, review the value 

and complexity of ECM system information, provide examples of ECM operational incidents and their 

impact, and present guidelines for selecting an ECM system information protection solution. 

 

The Myth of ECM Information Protection  
 

At the heart of the information loss conundrum is the mistaken assumption made by many business 

users and their IT departments: they believe information contained in ECM systems is fully protected by 

their organization’s traditional backup and recovery solutions, or by other solutions such as replication 

and snapshots.  

 

However, traditional enterprise backup and recovery solutions are designed to protect against full 

system failures and natural disasters – not the operational incidents that account for the majority of ECM 

system information loss. While it may be possible to use an enterprise backup or recovery tool to restore 

a missing document and its history by rolling back to a point in time before the document went missing, 

this is a highly undesirable option because doing so requires applying the system “roll back” to all 

information in the repository.  

 

Traditional “cold” recovery has major drawbacks as it relates to recovering granular ECM system 

information: 

 

 It disrupts business operations by requiring the ECM system to be brought down for a roll 

back, which takes productive employees offline and can result in revenue loss; 
 

 It causes the loss of all additions and changes made to repository information since the last 

backup - which can mean extremely large amounts of information if the loss is not noticed 

until weeks or months after it occurs; and 
 

 The integrity of the data captured when backing up with a traditional solution is not 

validated, so there may be inconsistencies or corruptions within the recovered information.  

                       Copyright ©2014 enChoice, Inc. All rights reserved.              2 

1AIIM International & Strategic Research Inc.  

 



In order to understand the special recovery needs of ECM systems, it is important to understand the 

complexity and value of ECM information. 

 

The Value and Complexity of ECM System Information 
ECM systems including IBM FileNet, EMC Documentum, and OpenText Livelink are designed to enable 

companies to architect, generate, and manage stores of complex, structured data. ECM systems are 

typically designed around a file store or content repository, which manages information such as folders 

and documents, and a database housing the metadata related to the content.  
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2 Original state – Content and metadata that is unaltered from what was originally created. This includes all date and time stamps 
  and audit trails.  

 

A Typical ECM System Framework 

In the ECM world, metadata refers to the audit trails, workflows, renditions, digital signatures, and other 

properties associated with a document or specific sets of content. It also includes complex process and 

lifecycle information, which is often customized to meet the user organization’s environment and 

application, and is frequently driven by industry-specific regulatory mandates (i.e. FDA, SEC, FAA) as 

well as corporate governance initiatives such as the Dodd-Frank Wall Street Reform and Consumer 

Protection Act, Sarbanes-Oxley, or the Federal Rules of Civil Procedure eDiscovery Rules Amendment.   

 

The complexity of information stored in ECM systems makes recovering from information loss incidents 

a unique challenge. ECM systems dynamically create and manage the entire content lifecycle along with 

its associated metadata. It is crucial to preserve the relationships between content and metadata in 

order to ensure business continuity and the ability to respond to eDiscovery and eSubmission 

requirements, inspections, and other business demands requiring that information be produced in its 

original state
2
. 



Managing the recovery of granular amounts of information from an ECM system while preserving the 

relationships between content and metadata requires validating the integrity of the content and metadata 

when it’s captured during the backup process, and ensuring that any corrupt information is rejected and 

flagged for the administrator so the issues can be rectified. Capturing only “clean” information ensures 

that when a recovery is performed, the information is restored to its original state with the relationships 

between content and metadata intact.  

 

“Hot” backup practices using traditional backup solutions and many failover solutions such as replication 

are popular because they eliminate the need to take systems offline for a backup. However, they 

capture content and metadata in an unsynchronized manner, one after the other, while users may be 

making changes or additions to the information in the repository.  This can cause the relationships 

between content and metadata to become disassociated, rendering information lost or inaccessible 

(corrupt) upon recovery.  When the integrity of information is compromised in this way, the result is not 

only disruption of business operations (when a user attempts to access it), but also compliance-related 

risks, since audit trails and other metadata associated with the content may be inaccessible. 

 

While enterprise backup and recovery solutions primarily protect against full system failures or natural 

disasters, they do not ensure that the relationships between content and metadata remain intact in ECM 

applications, nor do they allow organizations to recover quickly from the operational incidents that occur 

four times more frequently than full system failures.  

 

What’s needed is a specialized form of information protection that goes beyond existing backup and 

recovery processes, applications, and operating systems, and provides frequent, incremental hot 

backups while maintaining data integrity and synchronization, as well as the ability to restore only the 

lost or corrupt information back to its original state in the ECM repository.  Complementing traditional 

enterprise backup and recovery solutions, this granular, near-real-time, full protection goes beyond 

techniques such as replication and snapshots to offer organizations their best path to comprehensive 

ECM information protection. 

 

The Business Risks of Operational Incidents 
Few organizations completely understand the range of data-types managed by their IT environments, 

and, more critically, few understand the business cost associated with losing access to that data, or the 

ways in which access to data can be cut off. 

 

Operational incidents are caused by common, everyday occurrences such as programmatic, human, 

and logical errors, malfeasance, and metadata corruption, and their consequences can be 

significant.  While the aggregate costs of operational incidents are hard to quantify, EMC’s 2013 

global IT Trust Curve survey
3
 found that data loss incidents cost businesses close to $586,000 in 

revenue loss per year. Additional consequences of these incidents were diverse and highly 

damaging, and included loss of employee productivity, loss of business to competitors, and loss of 

customer confidence/loyalty.  

 

In addition, a study by the Ponemon Institute puts the staff cost of recovering a single record at a 

conservative $182, assuming internal resources are employed - when external experts are brought in,  
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the figure roughly doubles.4  Notably absent from these estimates are the reputation, opportunity, 

revenue, and liability costs that can be associated with information loss. 

 

Most publicly reported data losses are large and involve security breaches. These catastrophic, 

headline-grabbing incidents can be difficult to recover from – one study suggests that 93 percent of 

organizations that lose their data centers for 10 days or more file for bankruptcy within a year.
5
  In 

addition, the EMC IT Trust Curve survey found that data security breaches cost companies over 

$860,000 in revenue per year. Most organizations recognize the crippling impact of these types of large-

scale incidents and employ traditional backup and recovery solutions for protection. However, what they 

often don’t realize is that their traditional solutions aren’t providing full protection against operational 

incidents – the biggest threat to the often complex, mission-critical information housed in their 

ECM systems.  

 

Operational incidents are caused by numerous types of common occurrences, including: 

 

 Upgrades and migrations of ECM system versions  
 

 Customized workflows and lifecycles that were not fully debugged 
 

 Individuals mistakenly deleting at the user or administrative level 
 

 Application of incorrect date ranges during database cleanup 
 

 Incorrect configuration of customized objects 
 

 Alteration of metadata while users are connected and working with the information 
 

 Malfeasance  
 

 Application and operating system failures 
 

 Making a copy/backup of the database while transactions are being completed 
 

 Power brown-outs, surges and network connectivity losses 
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Types of Information Loss 

Source: Strategic Research Inc. & AIIM International 



While conducting the research for this paper, enChoice captured the following “real life” operational 

incidents from current customers using ECM systems.  As the examples below illustrate, these 

occurrences can be extremely devastating to an organization. 

 

Global 200 Pharmaceuticals Manufacturer 

With one incorrect keyboard command, an administrator deleted a folder linked to 15,000 files in the live, 

production ECM repository.  The company had been performing hot backups using a traditional backup 

and recovery solution; however, due to the synchronization issues introduced by that procedure, the 

critical metadata could not be restored to its original state.   

 

The impact of this incident was crippling and resulted in: 

 

 Loss of all documents; permanent corruption/ loss of more than 100,000 links to other 
content and metadata 

 

 Immediate disruption of operations and manufacturing shut down 
 

 Compliance risk due to missing SOP documents necessary for meeting Current Good 
Manufacturing Process (CGMP) guidelines 

 

 1,100+ man hours spent retrieving select content from tape 
 

 Approximately $75,000 in lost productivity 
 

In the last three years, the company has attempted more than 40 operational (granular) recoveries, 

resulting in more than $270,000 of lost productivity and manufacturing shut downs. The total costs 

incurred from these incidents are staggering when you also consider the financial and legal liabilities 

associated with unrecoverable information.  

 

Fortune 500 Health Care Organization 

An IT administrator was performing routine maintenance on the ECM system user access list when he 

issued a ‘remove’ command that erased all user profiles. The error, which happened outside of working 

hours, had the potential to bring production to a halt. Fortunately, this company had a granular 

recovery solution for its ECM system, so it was able to recover all profiles within one hour, without any 

system downtime or user awareness of the issue. However, without this solution, it would have had to 

bring the ECM system down to manually rebuild the profiles, which would have taken days and halted 

business operations. 

 

Global 250 Civil Engineering Company 

An outsourced IT services administrator, believing she was in the ECM development system, began to 

clean up the repository, issuing a delete command. She was actually in the production environment, and 

wiped out over 8,500 complex, highly-linked supplier bids with just one keystroke. 

 

It was determined that using the enterprise backup and recovery solution to roll back the ECM system to 

a point in time prior to the incident was not a viable option as it would cause unacceptable ECM system 

downtime and result in the loss of all additions and changes made to the repository since the time of the  

backup. The company opted instead to manually retrieve the bids and attempt to recreate the metadata 

associated with them. 
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The impact of this incident was significant and resulted in:  

 

 More than four months spent running multiple daily shifts to manually retrieve individual 

files (content only) from tape 
 

 Countless hours spent attempting to recreate the document workflow and lifecycle 

information (metadata), which was permanently lost 
 

 Negative brand exposure as the company had to resend new bid IDs and other 

information to each supplier 
 

 Over eight months of productivity lost by the product team 

 

A year after this incident occurred, the organization still had not recovered all of the lost content and 

metadata. 

 

Not-for-Profit Organization 

A not-for-profit organization dedicated to providing resources to educate and support HIV+ 

women and their caregivers selected a leading ECM system to support a new, secure website 

designed to support the organization as an online community where members were free to 

share personal information and experiences.  

 

Just days from the website’s worldwide launch and media tour, the site was attacked by a virus 

that destroyed the entire site. Because the organization had implemented a granular ECM 

recovery solution, it was able to recover and re-launch the site on schedule. Without this 

solution, it would have taken months to rebuild the site, and significant productivity and critical 

funding would have been lost.  

 

Each of these examples illustrates the peril of failing to protect ECM information and its metadata, but 

none answers the critical question: why do organizations have a false sense of recovery?  

 

Why Do Businesses Think ECM System Information is Fully Protected? 
The myth of ECM information protection largely stems from the fact that most corporate users rely on IT 

to back up their data without questioning whether or not that data can be recovered quickly, easily, and, 

most importantly, in its original state. A study by online backup provider Carbonite
6
 suggests that 

70 percent of business people have experienced data loss – yet fewer than 60 percent back up their 

data themselves.  

 

In addition, the IT department often does not completely understand the complexity of the information 

contained within an ECM system. They believe that because they are backing up the repository that 

contains the content, and the database containing the metadata, that all is protected. In fact, their ability 

to completely recover from an operational incident without negatively impacting the business in some 

way is virtually impossible.  

 

Furthermore, management isn’t always fully aware of the frequency of operational incidents 

occurring within their organizations, or the impact of these losses until it’s too late. Many loss incidents 

are not reported because the IT department, stretched thin meeting a variety of needs, cannot justify  
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conducting a full system restore for a granular amount of information, forcing the user to spend time   

recreating it, usually unbeknownst to management.  

 

It is the logical errors stemming from customizations within the ECM application that can bring business 

operations to a halt and cause compliance issues, and yet they are the most underrepresented with 

respect to information protection - why?  Until a crippling operational incident occurs, both business and 

IT managers have a false sense of recovery, assuming incorrectly, as in the previous 

examples, that their enterprise backup and recovery strategy covers all aspects of complex ECM 

integrity and recoverability. 

 

Guidelines for Choosing an ECM Information Protection Solution  
The complexity of ECM information and the specialized requirements of managing data stored in ECM 

repositories push the limitations of traditional enterprise backup and recovery systems. Businesses must 

look for solutions which build on established practices in data management to meet the specific 

requirements of managing ECM information stores. When shopping for an ECM information protection 

solution, IT managers should look for the following capabilities:  

 

 Integrity checks – Proactive verification of the integrity of the ECM information so that corrupt 

information is not captured by the solution, which ensures that the information can be restored to 

its original state. It’s also desirable for the solution to flag all information corruptions/

inconsistencies for the administrator so they can be proactively rectified.  
 

 Granular recovery – The ability to rapidly recover just the ECM content and metadata affected 

by an operational incident with its integrity ensured, without a full system restore. 
 

 “Hot” backup and recovery – Perform information backup and recovery while the ECM 

system remains online to avoid business disruptions and ensure user productivity. 
 

 Incremental backups – Back up at frequent intervals only information that has been changed or 

added to the repository to minimize data duplication and reduce storage costs. 
 

 Synchronized capture –Capture both content and metadata in a single, synchronized pass 

while the ECM system is online to prevent data corruption and inaccessibility upon recovery.  
 

 Minimal required recovery resources – The recovery process should be manageable by a 

single administrator.  
 

 Adherence to records retention policies – The solution should comply with the ECM system’s 

records retention policies by destroying captured information in accordance with those policies. 
 

 Ability to minimize data loss windows – The solution should enable ECM information backups 

at a near real-time frequency that will help meet or exceed recovery point objectives (RPOs).  
 

 Fast recovery – The time it takes to recover from an operational incident should take only 

minutes, enabling you to meet or exceed recovery time objectives (RTOs). 

 

Conclusion 
Most organizations have a false sense of recovery when it comes to their ECM systems, as they are 

under the impression that the information within them is fully protected by their traditional backup and  
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recovery solution. They are not aware that these systems do not completely protect them against the 

majority of data loss, which is caused by operational incidents. In addition, organizations are frequently 

unaware that traditional backup and recovery solutions cannot ensure the integrity of the 

content and metadata residing within ECM systems. This lack of awareness and failure to properly 

protect against operational loss exposes businesses to revenue loss, significant lost productivity, and 

compliance risk every time an operational incident occurs.  

 

It is imperative that any organization with an ECM system understand the complexity of the information 

within it, and take steps to ensure that they can perform granular recovery of content and metadata 

without affecting the entire repository, and while maintaining their original properties and relationships. 

 

For more information on ECM backup and recovery strategies and solutions, visit www.enchoice.com, 

call 480.477-3838, or +email info@enchoice.com. 

 

About enChoice 

enChoice®, Inc. delivers end-to-end enterprise content management (ECM) solutions and services with 

a low total cost of ownership, and safeguards ECM information with business continuity software. The 

company is recognized industry-wide for its IBM® Content Manager OnDemand and FileNet® expertise, 

and its unique “single point of contact” support program. 

 

enChoice’s CYA software provides application-aware backup and recovery for IBM FileNet and EMC 

Documentum. CYA products improve service levels, enable automated hot, consistent system backups, 

and ensure full recovery from operational incidents.  

 

Founded in 1993, enChoice is an award-winning IBM Premier Business Partner and an 

EMC Technology Connect Select Partner. Customers include Levi’s, Memorial Sloan Kettering Cancer 

Center, Merck, Petro-Canada, the United States Army, US Foods, and Visa. 
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